
 

AO Real-time Control Systems for the ELT Era  

N.A.Dipper1, A.Basden1, D.Geng1, E.J.Younger1, R.M.Myers1 

1Centre for Advanced Instrumentation, Department of Physics, Durham University, South 
Road, Durham, DH1 3LE, UK 

Abstract. Adaptive Optics systems for instruments on the next generation of astronomical telescopes 
will be of a significantly higher order than those for existing systems. The requirements for processing 
power for real-time computers to control such systems will be substantial and may well not be met by the 
simple application of the next generation of CPU based computers. We present here an overview of the 
various designs for future real-time computer systems that are being investigated at Durham involving the 
acceleration (or replacement) of CPU systems by GPU and FPGA based hardware. We address the on-
going argument of which of these technologies should be employed for which applications. We present 
our plans for the testing of these technologies both in the laboratory and on-sky in the CANARY AO 
demonstrator at the 4m William Herschel Telescope, along with initial results and a design for the real-
time control system for the proposed EAGLE instrument for the E-ELT. 

1. Introduction  
 
Any adaptive optics (AO) system, whether used for astronomy or for other applications, 
requires a low latency real-time control system (RTCS). Signals from wave-front sensor 
(WFS) cameras must be used to reconstruct the wave-front and drive the deformable mirrors 
(DM) to the appropriate shape to correct the measured aberrations. This process must be 
performed rapidly (typically in about 1 msec or less) and with a low latency so that the 
correction is performed before the relevant wave-front measurement is out of date. For systems 
of medium and large size, a high power computer is required, often accelerated by dedicated 
non-CPU hardware. This computer hardware, and the associated dedicated software, is the 
RTCS. The real-time control problem is challenging both mathematically and technically; it is 
the technical challenge that we address here. 
 
The main two candidates for acceleration are the Graphics Processor Unit (GPU) and the Field 
Programmable gate array (FPGA). There is a balance to be struck between the ease of 
programming and the speed of the device. The software development cycle for a CPU is fast; 
that for a FPGA can be slow. DSP and GPU devices are intermediate. An important additional 
advantage of using an FPGA is that, once programmed, they provide a dedicated embedded 
hardware solution. No operating system intervention is required and the jitter of the system is 
reduced effectively to zero. The latency is also very short. Different aspects of the real-time 
control system for high order adaptive optics can be best matched by different hardware 
technologies making it likely that a hybrid system will evolve. Such a hybrid is being 
investigated at Durham to address the requirements of high order AO systems. 
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2. Existing Systems 

2.1. CANARY – An on-sky AO Demonstrator 
 
Canary is the on-sky demonstrator for new AO techniques for E-ELT instruments such as the 
proposed multi-object spectrograph EAGLE. The RTCS for CANARY is the Durham AO 
Real-time Controller (DARC) [1,2]. This novel system makes use of a hybrid of CPU and 
FPGA technology with an add-on GPU option. The overall RTCS is shown schematically in 
Figure 1.  CANARY has 3 EM-CCD Natural Guide Star (NGS) wave front sensor (WFS) 
 

 
 

Fig. 1. RTCS for CANARY Phase B. 
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cameras (and an identical truth sensor), each of 128x128 pixels with the WFSs arranged as 
7x7 Shack-Hartmann (SH) detectors. CANARY also provides 4 pulsed Rayleigh laser guide 
stars (LGS), the return from which is detected by a single 128x128 gated CCD camera. All of 
the calibration of pixel data in CANARY is handled in FPGA with an option to do SH 
centroiding using weighted centre-of-gravity (WCoG). The application of FPGAs to the 
handling of WFS pixel data has been very successful, with a latency of <1µs and essentially 
zero jitter.  The wave-front processing unit (WPU) is based on that developed for SPARTA 
(See section 2.2). The complex triggering for the laser launch system (LLS), the NGS and LGS 
WFSs and the range gate has also been implemented in FPGA. The overall CANARY RTCS 
latency (excluding camera readout time) for this system with the pixel centroiding performed 
in CPU is less than 1 msec on a dual quad-core CPU server. 

2.2. SPARTA – The RTCS for the VLT SPHERE Planet Finder 
 
The AO RTCS requirements of the VLT planet finder instrument SPHERE [3] are met by the 
ESO SPARTA real-time control system [4]. The main requirements are for the readout of a 
240x240 pixel camera arranged as 40x40 sub-apertures at a frame rate of 1.5 KHz along with 
wave-front reconstruction and correction at this order. These requirements are met by a hybrid 
of FPGA, CPU and DSP hardware. WFS pixel handling and centroiding are handled in an 
FPGA based wave-front processing unit (WPU) developed for ESO at CfAI in Durham. Wave-
front reconstruction is performed in a set of 16 TS201 DSPs. Data distribution and marshalling 
is performed in FPGA. DM control again involves data handling in FPGA with algorithmic 
control in CPU. The WPU FPGA core developed for this project was ported to alternative 
FPGA hardware to provide the pixel handling for CANARY. 

3. The Challenge – High Order AO for the E-ELT - EAGLE  
 
The problem of providing sufficient computing power for next generation AO systems at an 
ELT scale can be approached in 2 ways. Firstly, the computing power requirement of the 
algorithm currently used for wave-front reconstruction (Matrix Vector Multiply or MVM) 
scales as the square of the order of the AO system. We are investigating various alternative 
algorithms that scale more slowly with system size and hence require less computing power. 
Secondly, the power provided by standard CPU based computers, even extrapolated using 
Moore’s law or its multi-core equivalent, is insufficient. In order to provide this power, the 
CPUs of a standard computer must be augmented with acceleration hardware such as digital 
signal processors (DSP), field-programmable gate arrays (FPGA) and Graphical Processing 
Units (GPU). It is the testing of acceleration hardware that we discuss here. 

3.1. DRAGON - A real-time laboratory based AO Test Bench 
 
The concept of speeding up the RTCS wave-front reconstruction stage was tested on-sky with 
CANARY using a single GPU in 2010. We have now established a test bench at Durham 
called DRAGON [5]. Unlike the on-sky CANARY experiment, this is a laboratory test facility 
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but it is designed to operate at full camera frame rates. Along with a telescope and turbulence 
simulator, we can test advanced AO concepts in the laboratory at ELT scales. The RTCS for 
DRAGON is again based on DARC but is hosted in a CPU/GPU server. Pixel handling is 
performed in FPGA with the reconstruction stage implemented in multiple GPUs.  

3.2. Pixel Handling in FPGA – The ‘Smart Camera’ 
 
The success of FPGAs in handling pixel data in SPARTA and CANARY has led us to accept 
this technology as the most encouraging for handling large scale WFS pixel data in ELT 
instruments. To this end, we have a program to develop improved FPGA systems for our 
DRAGON test bench. Initial testing has been with 128x128 pixel EM-CCD Andor cameras 
and a proprietary Xilinx SP605S based FPGA card. We have now purchased a new PICO.edge 
scientific CMOS camera with far more pixels as a first high order WFS (5.5 Mpixels; 100 Hz 
readout of full frame and up to 2Khz readout for sub-regions; low 1.4 electron read noise).  
We intend to select new FPGA hardware in which to implement pixel-handling algorithms for 
this high order camera. The concept is to provide a ‘Smart Camera’ where the pixel stream 
provided by the manufacturer (usually camera-link) is fed to user FPGA IP cores. These cores 
will implement pixel analysis algorithms that have been proven in CPU on-sky using 
CANARY (WCoG, ‘Brightest Pixel’ etc). The output of this analysis stage is then fed to a user 
selectable data communication core that provides output over fibre of UDP/Ethernet, sFPDP or 
whatever protocol is required. Cards that provide multiple FPGAs will be required. One 
possible candidate is the Merrick series of cards from Enterpoint in the UK; the Merrick-3 
version contains 24 XC6SLX150 Spartan FPGAs. 

3.3. Serial Data Transport 
 

 
 

Fig. 2. Block diagram of the UDP Ethernet FPGA core. 
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A fast serial data transport fabric is an essential part of any AO real-time control system. For 
SPARTA, sFPDP at 2.5 Gb/s was chosen for this fabric. A fully specified VirtexII-pro FPGA 
sFPDP core was developed at Durham and used in the CANARY RTC. We are now 
investigating using Ethernet, at speeds of 1, 10 and 40 Gb/s, as a more ‘mainstream’ fabric. 
The protocol used over Ethernet is UDP. A UDP core has been developed and is being tested 
on a low cost Xilinx SP605S FPGA card at 1 Gb/s. The block diagram of the UDP core is 
shown in Figure 2. The Durham sFPDP core will also be ported to this technology for 
backwards compatibility with CANARY. 

3.4. Reconstruction in GPU 
 
Whilst it is tempting to make use of FPGAs for the full data pipeline, we have found that the 
memory bandwidth required to provide access to the required control matrix in RAM external 
to the FPGA is not currently sufficient for wave-front reconstruction at an ELT scale. 
Alternative algorithms that do not have this requirement may make such a system practical, 
but for now the main candidate for the reconstruction stage is the GPU. A dedicated 
development system has been purchased from Workstation Specialists in order to assess the 
performance of a multiple GPU system. The PCIe bus supports up to 8 PCIe nVIDIA Tesla 
cards with Fermi GPUs. We have populated 3 of these slots for our initial testing. The system 
specifications are: 

• 2 off Intel Xeon 5600 series 6-core CPUs with hyperthread technology 
• 8 off 16 lane PCIe Gen 2.0 slots – 3 slots currently populated 
• 3 off NVIDIA Tesla Fermi C2070 cards with 6GB memory each 
• Total of 1344 GPU cores (3x448) 

Each NVIDIA C2070 GPU unit provides: 
• 448 GPU Cores 
• 6 GB DDR-5 memory 
• 148 GB per sec memory bandwidth 
• Maximum of 1 Tflop at single precision 

3.5. Initial Results  
 
The Durham GPU development system has been used to estimate what can be achieved with 
existing technology for the real-time control of existing and proposed AO systems. These 
results were achieved using simulated data so do not include the (small) overhead of pixel 
input and DM control output. They do include all pixel calibration, centroiding and MVM-
based wave-front reconstruction. Note that, since the data was generated within the server, all 
pixel data handling was performed in CPU rather than FPGA. The software used is DARC 
with GPU acceleration implemented using NVIDIA CUDA. 
We have tested the system with data simulated at the scale of the VLT SPHERE planet finder, 
the Palomar Palm3000 system and finally the multi-object spectrograph EAGLE [6] that has 
been proposed for the E-ELT: 
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• VLT – SPHERE – 1 off WFS order: 40x40 - CPU only: 3 KHz.  

• DARC is optimised to take maximum advantage of multiple CPU cores. The 12 
cores (24 with hyper-threading) of the workstation are thus sufficient to run this 
system at frame rates up to 3KHz without GPU acceleration. 

• Palomar - Palm3000 – 1 off WFS order 64x64 - 3 off GPU: 2 KHz 
• The recent rapid increase in GPU performance means that the Palm3000 system 

requirements can be met by the Durham development system with the existing 
3 GPU cards. 

• E-ELT – EAGLE – 4 off WFS order 84x84 – 3 off GPU: 325 Hz 
• The full EAGLE design has 6 LGS WFS and 5 NGS WFS 
• The frame rate requirement for EAGLE is 250Hz 
• Extrapolating from these results to the full 11 WFS, a frame rate of 250 Hz can 

be achieved using one fully populated workstation (8 off GPUs) 
• The EAGLE design has 20 identical channels so 20 such workstations would be 

required for the 20 ‘tweeter’ DMs with additional hardware for the control of 
the E-ELT ‘Woofer’ (M4) and for optimisation, control etc. 
 

 
 

Fig. 3. Proposed Architecture for an RTCS for EAGLE. 
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3.6. An RTCS for EAGLE 
 
These initial results indicate that the RTCS requirements of a proposed E-ELT instrument such 
as EAGLE can be met with existing technology. A control matrix for 1 channel of EAGLE 
would require 240MB per WFS. At a frame rate of 250 Hz, this requires an overall memory 
bandwidth of about 60 GB per sec per WFS or 660 GB per sec for each channel of EAGLE. It 
is the high memory bandwidth of GPUs that make them appropriate for wave-front 
reconstruction on this scale. One possible architecture, using the proposed hybrid of FPGA and 
GPU technology, is shown in Figure 3. Both the pixel handling wave-front processing unit 
(WPU) and DM controller (DMC) make use of FPGAs. 
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