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Adaptive Optics systems for instruments on the next generation of astronomical telescopes will be of a significantly higher order than those for existing systems. The requirements for processing power for real-time 

computers to control such systems will be substantial and may well not be met by the simple application of the next generation of CPU based computers. We present here an overview of the various designs for future real-

time computer systems that are being investigated at Durham involving the acceleration (or replacement) of CPU systems by GPU and FPGA based hardware. We address the on going argument of which of these 

technologies should be employed for which applications. We present our plans for the testing of these technologies both in the laboratory and on-sky in the CANARY AO demonstrator at the 4m William Herschel Telescope, 

along with initial results. 

Field Programmable Gate Arrays (FPGA) 

The Challenge – High Order: EAGLE  

Middleware – CORBA and DDS 

• Existing system – CANARY: 

• CORBA client / server architecture 

• Data pipeline – 2.5Gb sFPDP over fibre 

• Interfaces defined in IDL and mapped onto Python and C++ applications 

• Configuration, control, optimisation handled via CORBA 

• Telemetry data – logging, real-time display via CORBA 

 (However, transmission of large telemetry packets over CORBA proved inefficient) 

 

• Proposed middleware for E-ELT / EAGLE – to be demonstrated on DRAGON lab 

bench: 

• Hybrid CORBA / DDS middleware 

• Data pipeline – 10 or 40 Gb UDP  Ethernet over fibre - Data Tx/Rx via FPGA  

         Alternatively, the use of DDS will be investigated. 

• Configuration, control, optimisation handled via CORBA 

• Telemetry data – Use of the Data Distribution Service (DDS) is being investigated 
 

Despite the ever increasing power of standard computer CPUs, for all but the lowest order systems, a more powerful 

computer is required than a normal PC. For small (and some medium) order systems, such an RTC can be implemented 

on a ‘server class’ CPU based computer with multiple processors each containing  multiple cores. For the medium order 

systems, a computer with 16 or 32 cores may be required.  

Whilst the RTCs for many AO systems have been achieved in this way, as systems move to higher order, hardware 

acceleration is required to meet the required low latency. The main two candidates for such acceleration are Graphics 

Processor Unit (GPU) and the Field Programmable gate array (FPGA). There is a balance to be struck between the ease 

of programming and the speed of the device. The software development cycle for a CPU is fast; that for a FPGA can be 

slow. DSP and GPU devices are intermediate. An important additional advantage of using an FPGA is that, once 

programmed, they provide a dedicated embedded hardware solution. No operating system intervention is required and 

the jitter of the system is reduced effectively to zero. The latency is also very short.  

Different aspects of the real-time control system for high order adaptive optics can be best matched by different hardware 

technologies making it likely that a hybrid system will evolve. Such a hybrid system is being investigated at Durham. 

The Application: Real-time Control (RTC) for High Order Adaptive Optics 

AO Real-time Control Systems for the ELT Era 

Existing System – Low Order: CANARY 7x7 

Canary is the on-sky demonstrator for new AO techniques for proposed E-ELT instruments such as the multi-

object  spectrograph EAGLE. The RTC is a hybrid of CPU and FPGA technology with an add-on GPU option. 

• 3 off 128x128 NGS WFS of 7x7 sub-apertures and a 52 actuator DM at frame rate of 250 Hz 

• 4 off LGS WFS on a single 128x128 gated CCD camera. 7x7 sub-apertures per WFS 

• Camera interfaces (T42/T43), pixel calibration (WPU) and system triggering is in FPGA 

• Pixel centroiding in FPGA (WPU) or CPU (The Durham Adaptive-optics Real-time Controller - DARC) 

• Wave-front reconstruction: DARC - MVM (CPU or GPU); Kalman Filter or PCG (CPU) 

• DM control and figure sensing is in CPU (DARC) 

• Performance: Latency < 1.0 ms Performance data for DARC are presented elsewhere. 

FPGAs have great advantages over CPUs in a real-time control system . They can provide: 

•A fully embedded solution with data flow via dedicated IO pins directly on the FPGA 

•Very low latency -  at the same level as dedicated hardware 

•None of the signal jitter that results from a CPU operating system 

 

The disadvantage of FPGAs is the length of the firmware development cycle. This is 

improving as tool-chains are developed that abstract the programmer and the algorithm from 

the hardware. For some applications, including wave-front reconstruction in adaptive optics, 

the available memory bandwidth on most existing FPGA cards is a bottleneck. This will 

improve in future designs. 

 

Existing system - Medium Order: SPARTA for SPHERE 40x40 

The AO requirements of the VLT planet finder instrument SPHERE are met by the ESO SPARTA real-time control 

system. The main requirement is for the readout of a 240x240 pixel camera arranged as 40x40 sub-apertures at a frame 

rate of 1.5 KHz. This requirement was met by a hybrid of FPGA, CPU and DSP hardware. WFS pixel handling and 

centroiding are handled in an FPGA based wave-front processing unit (WPU) developed for ESO  at CfAI in Durham. 

Wave-front reconstruction is performed in a set of 16 TS201 DSPs. Data distribution and marshaling is performed in 

FPGA. DM control again involves data handling in FPGA with algorithmic control in CPU. 

This work  at the Centre for Advanced Instrumentation (CfAI) at Durham University, UK is part of a program of research and development in state of the art instrumentation for a wide variety of applications. 

 The program is funded by a grant from the UK Science and Technology Facilities Council (STFC). 

EAGLE is a proposed multi-object spectrograph for the E-ELT.  

•5 off  84x84 sub-aperture NGS WFS and 6 off 84x84 LGS WFS at a frame rate of 250 Hz 

•Woofer DM, the E-ELT M4 with about 4000 actuators. One 4000 actuator tweeter DM in each of 20 channels 

We assume here that a matrix-vector multiplication will be used for reconstruction. Whatever hardware is used for 

this, the system will be limited by the memory bandwidth to load the control matrix. With the above assumptions and 

allowing for unused sub-apertures, a control matrix for 1 channel of EAGLE would require 240MB per WFS. At a 

frame rate of 250 Hz, this requires an overall memory bandwidth of about 60 GB per sec per WFS or 660 GB per sec 

for each channel of EAGLE. One possible architecture that can meet these requirements is shown below. This uses a 

hybrid of FPGA and GPU technology to meet the EAGLE RTC requirements (See right for initial GPU test results). 

	

Existing Systems – Pixel Calibration and Centroiding 

A wave-front processing unit (WPU) was developed at Durham for the ESO SPARTA real-

time control system based on the VirtexII-pro FPGA clocked at 125 MHz: 

•A core developed for a VMETRO VPF1 VME card with VxWorks host – for SPARTA 

•The same core ported to a VMETRO 03F PCI card with Linux host – for CANARY 

•Pixel calibration – Dark map, flat field, thresholding etc 

•Weighted centre of gravity sub-aperture centroiding 

•Output over fibre using 2.5 Gbit serial FPDP 

•Performance: Latency <1.0 ms; Jitter at the level of ns 

AO System triggering 

An FPGA core has been developed to trigger the lasers and WFSs for the CANARY on-sky 

AO demonstrator. This unit can be programmed via a USB interface to trigger the lasers and 

their range gate, the LGS gated CCD WFS and the NGS WFSs. The system is based on a 

Digilent ATLYS card with a Spartan LX45 FPGA. A small cheap FPGA card is very well 

suited to this type of embedded functionality within an AO system. 

Serial Data Transport 

A fast serial data transport fabric is an 

essential part of any AO real-time 

control system. For SPARTA, 

serialFPDP at 2.5 Gb was chosen for 

this fabric. A fully specified VirtexII-

pro FPGA sFPDP core was developed 

at Durham and used in the CANARY 

RTC. 

	

We are now investigating using Ethernet, at speeds of 1, 10 and 40 Gb, as a more 

‘mainstream’ fabric. The protocol used over Ethernet is UDP. A UDP core has been 

developed and is being tested on a low cost Xilinx SP605S FPGA card at 1 Gb. 

UDP 

FPGA core  

block diagram 

Wave-front reconstruction in FPGA 

As the order of an AO system increases and if a simple MVM based reconstructor is 

assumed, the computational requirement increases as the square of the order of the system. In 

order to meet the latency requirement of  high order systems, such as those proposed for E-

ELT instruments such as EAGLE, we are investigating the possibility of implementing 

reconstructor algorithms in FPGA. The two major issues with such an architecture, in 

competition with GPU based systems, are cost and memory bandwidth. 

We are working closely with UK industry to influence the design of FPGA cards that could 

contribute to such an architecture.  Example of such new hardware are: 

• PCIe-287N: Launch late 2011 

• Algorithm implementation 

• 2 off Xilinx Kintex-7 FPGAs 

• 4x 1Gb / 10Gb Ethernet ports 

• 2 banks DDR3 SDRAM 

• 6 banks QDR-II+ SRAM 

• Merrick-3 card 

• 24 off FPGAs: 

XC6SLX150 

• DDR3 - 2 Gb 

• 4 x Quad SPI 

Flash 

• 2.5-3.125 GHz 

Interlink 

• Launch: 2012? 

Graphics Processor Units (GPU) 

The general purpose graphics processing unit is now a major contender for the acceleration 

of a CPU based real-time control system in order to provide a sufficiently low latency in high 

order AO systems. The programming of such systems, whilst not providing as fast a 

development cycle as a pure CPU based architecture, is faster than that for FPGAs.  The 

GPU is an ideal acceleration hardware for massive matrix manipulation. It provides: 

•A very large number of cores (~500 in the Fermi architecture) 

•Very high memory bandwidth 

•Sufficient computational power to provide low latency in high order systems 

 

The disadvantage of a GPU based system is that the architecture does not yet provide direct 

I/O for external data. It cannot therefore provide a fully embedded system. All data flow is 

via the host CPU main memory. Unlike an FPGA based system, there is still a significant 

jitter in the signal output. 

Durham GPU Development System 

A dedicated development system has been purchased in order to assess the performance of a 

multiple GPU system. The system motherboard supporting up to 8 PCIe nVIDIA Tesla cards 

with Fermi GPUs, was purchased from Workstation Specialists and provides: 

•2 off Intel Xeon 5600 series 6-core CPUs with hyperthread technology 

•8 off 16 lane PCIe Gen 2.0 slots – 3 slots currently populated 

•3 off NVIDIA Tesla Fermi C2070 cards with 6GB memory each 

•Total of 1344 GPU cores (3x448) 

Each NVIDIA C2070 provides: 

• 448 GPU Cores 

• 6 GB DDR-5 memory 

• 148 GB per sec memory bandwidth 

• 1 Tflop at single precision 

A GPU option has been incorporated into the real-time control system (DARC) for the 

CANARY on-sky demonstrator (left).  The GPU was a  Gforce 9400GT graphics card with 

16 cores and 12.8BG/s memory bandwidth. This enabled the GPU acceleration principle to 

be successfully tested on sky (in November 2010) using data from 3 NGS WFS for 

tomographic reconstruction.  

Existing System: CANARY RTC 

GPU Acceleration results 

The Durham GPU development system has been used to estimate what can be achieved with 

existing technology for the real-time control of existing and proposed AO systems. These 

results were achieved using simulated data so do not include the (small) overhead of pixel 

input and DM control output. They do include all pixel calibration and centroiding and 

MVM based wave-front reconstruction. The software used is the Durham AO Real-time 

Controller (DARC)  with GPU acceleration options implemented using NVIDIA CUDA: 

 

•VLT – SPHERE – 1 off WFS order: 40x40 - CPU only: 3 KHz.  

• DARC is optimised to take maximum advantage of multiple CPU cores. The 12 

cores (24 with hyper-threading) of the workstation are thus sufficient to run this 

system at frame rates up to 3KHz without GPU acceleration. 

 

•Palm3000 – 1 off WFS order 64x64 - 3 off GPU: 2 KHz 

• The rapid increase in GPU performance means that the Palm3000 system 

requirements can be met by the Durham development system with 3 GPU cards. 

 

•E-ELT – EAGLE – 4 off WFS order 84x84 – 3 off GPU: 325 Hz 

• The full EAGLE design has 6 LGS WFS and 5 NGS WFS 

• The frame rate requirement for EAGLE is 250Hz 

• Extrapolating from these results to the full 11 WFS, a frame rate of 250 Hz can be 

achieved using one fully populated workstation (8 off GPU) 

• The EAGLE design has 20 identical channels so 20 such workstations would be 

required for the 20 ‘tweeter’ DMs with additional hardware for the control of the E-

ELT ‘Woofer’ (M4) and for optimisation , control etc. 

 

• A laboratory test bench is under construction at Durham (DRAGON). 

• WFS: sCMOS camera will be purchased shortly 

• Initial testing will be order 32x32 at frame rates defined by camera  

• DMs: 32x32  actuator Boston MEMS + Xinetics 97 actuator woofer 

• Real-time control via DARC – both GPU and FPGA hardware available 

• Atmospheric turbulence simulator with rotating phase screens 

• Alternative reconstructor algorithms can be tested 

• Conjugate gradient HAS BEEN implemented in CPU  

• Elongated LGS spot simulator available (Right - described elsewhere) 

 

DRAGON – A High Order Laboratory Test Bench for Visible AO 


